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Deep Learning in Action

n a plate. a blue cup on a
table. a plate of food. a blue bowl with red sauce.
a bowl of soup. F f coffee

a table with food on it.
a slice of meat. yellow and white cheese.

Image captioning

o look goofy ...

Sentiment Analysis

Control Application
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Algorithic Trading

Where do we start?

= Application
= Inputs/Outputs
= Network Architecture



Seqguence Applications < Inputs/Outputs

one to one one to sequence sequence to one

Time series
classification

= Sentiment analysis
= Activity recognition

Image Image
classification captioning
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sequence to sequence

Language translation
Video description
Speech-to-text



Examples

Speech recognition

Type: sequence to
seguence

Input: Signal features
Output: Phrases
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plate of food. food on a plate. a blue cup on a
table. a plate of food. a blue bowl with red sauce.
a bowl of soup. f coffee

a table with food on it.
a slice of meat. yellow and white cheese.

Image captioning Financial Trading

Type: one to sequence
Input: Images
Output: Captions

Type: sequence to one
Input: Time series data
Output: Buy/Sell



Examples

English v Sentiment v Graphical ¥
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( all Al want when taking photos is point t and then just press the Positive seniment text
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button. For only 200 cotars, a [RECEITELA  prce. this| camera |sm Negatve sentiment text

0 0. . 0.
for me. Besides Inavehaua‘ customer, service | experience QTexlandtopﬁ link
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John Faraday | was m

Sentiment Analysis

Type: sequence to one
Input: Text
Output: Phrases
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It might
look goofy ...

Control Application

Type: one to sequence
Input: Agent+Rules
Output: Policy



Architecture: Convolutional Neural Networks (CNN)

= CNNs are ideal for images and videos processing

= CNN take a fixed size input and generate fixed-size outputs.

= Convolution puts the input images through a set of convolutional filters, each of which activates
certain features from the images.
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Architecture: Recurrent Neural Networks (RNN)

RNNs are ideal for text and speech analysis.

RNNs are neural networks which connect through time.

RNN can handle arbitrary input/output lengths.

They have the capability to use the dependencies among inputs.

RNN
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Architecture: Long Short-Term Memory (LSTM)

LSTM are an extension of Recurrent Neural Networks
LSTMs also connect through time. They preserve the long-term and short-term dependencies

LSTM
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Deep Reinforcement Learning (E.g. Deep Q Network)

= Policy is a sequence of actions to observations to get
maximum reward

= Reinforcement Learning finds the optimal policy
maximizing the reward

= Reinforcement Learning adapts to changes in oBservaTions | Y AcTiONS
environment by improving the policy a
REWARD

= No need for explicit model (model-free)
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Google Deepmind’s Deep O Learning playing Atari Breakout

CRIE M -«



https://www.youtube.com/watch?v=V1eYniJ0Rnk

Examples

plate of food. food on a plate. a blue cup on a
table. a plate of food. a blue bowl with red sauce.
a bowl of soup. f offee

a table with food on it.
a slice of meat. yellow and white cheese.

Speech recognition Image captioning Financial Trading

Type: sequence to Type: one to sequence  Type: seguence to one

sequence Input: Images Input: Time series data
Input: Signal features Output: Captions Output: Buy/Sell
Output: Phrases Network: CNN/RNN Network: RNN/LSTM

Network: RNN/LSTM

12
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Examples

English

v Sentiment v
| 'realfen;oyedusm hevocamnrlxlgs'm Madrid on March 4, The EGEND
'agaqasonl; Lurmlrx‘bul the| Canon||~ cameralis o
( all. Alll want when taking photos is point it and then just press the
button. For only 200 dokars, amomctv this mm‘lsm
for me. Besides, | have had a ‘ocuslormr e Oexpenence
i day‘wasm

It might
look goofy ...

Sentiment Analysis Control Application

Type: sequence to one Type: one to sequence

Input: Text Input: Agent+Rules
Output: Phrases Output: Policy

Network: RNN/LSTM Network: CNN/RNN/DON

13 |
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Deep Learning Landscape

Deep Learning Framework: Software used to train a deep neural network.
* E.g. MATLAB, TensorFlow

4

| 7b thega-release
(Dec.) (Jun.) Ma (Jan.) (Apr.)
Caffe DL4J P Microsoht +
GPU Acceleration DEEPLEARNINGAS K CNTK A, Caffe2
+ (Jul.) (Jun.) On GitHub
» (Debut: Apr. 2015)
<X NVIDIA. o
(Oct.)
Hardware m

{Nox) | 6a first release
o Software
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Deep Learning Landscape

Deep Learning Framework: Software used to train a deep neural network.
 E.g. MATLAB, TensorFlow

Top 5 Frameworks by Popularity

1. TensorFlow (big margin)

2. Caffe 2016 2017 .l"/«

3. Torch /

4. CNTK o o | 7b mega-release
5. MxNet

GPU Acceleration

n\"le Call to Action Y

“MATLAB vs Tensorflow” Tech Forum tomorrow

Hardware Handout available at back of room.

\ /ase

MATLAB / Tensorflow-Keras Compa rison|

Capabilies waTAS = Winmer Software
Accessing large +1 + used in Keras
atasets +
o ' Keras MATLAB




Deep learning is a type of machine learning in which a model learns to
perform classification tasks directly from images, text, or sound.

Deep learning is usually implemented using a neural network
architecture.

The term “deep” refers to the number of layers in the network—the more
layers, the deeper the network.
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What is Deep Learning ?

Cat Deep learning is a type of machine learning that learns tasks

- directly from data

Dog 4 Y

Learned Features

Bird ‘

Car
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Object Recognition Using Deep Learning

chain mail (35.40°% Training  Millions of images from 1000
(GPU) different categories

Real-time object recognition using

Rrediction a webcam connected to a laptop

T oM HGNE e 3 T TV IRIE =

© Terasoft, Inc.



Why is Deep Learning So Popular Now?

30
22.5
T
5 15 Human
= Accuracy
|
/.5
0
2010 2011 2012 2013 2014 2015

machine learning deep learning




Why is Deep Learning So Popular Now?

Error rate
30.000%
25.000%
20.000%
15.000%
Human
Accuracy(5.1)
10.000%

5.000%_ L} I L} L _— _— _— _— _— I L} I L] I L} _—— _— _— _— ] L} I —_— N ___________

0.000%
(2010) NEC-  (2011) XRCE (2012) AlexNet  (2013) ZFNet  (2014) VGG (2014) (2015) ResNet (2016) Faster R- (2017) SENet
\ uluC A GoogLeNet CNN }
Y ——Error rate \(
Machine Learning Deep Learning
21 M
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Other deep neural networks

SeriesNetwork DAGNetwork Recurrent Network

l \/ R2017b I R2017b

Single-in . Multi-in, multi-out
[ ]
single-out . No feedback loops

| I\ |

Memory

Networks: MNIST Networks: R-CNN (fast, faster) ] Object Networks: LSTM
Alexnet GoogleNet i a’e{:ccz‘/bn
VGG ResNet
Lane detection SegNet | Semantic
Pedestrian detection FCN " segmentation
DeconvNet

22
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Deep Learning - CNN Architecture diagram

1990°'s —— 2012 2017
- | tion ResNet v1
SeriesNetwork (488 10%) I QEESJSE RgzNgt xz]

- 1
VGG16 HVGGlQ H MSRANet }7
—{ ResNet ]

DAGNetwork(1B NS 1= TR INEE

[LeNet-5]—> AlexNet NIN — GooglLeNet — Incept!on v3 I xception
Inception v4
\_/4
Dropout Object Detection(#)14-15 1)
RelLU o | Fast Faster ]
GPU _RCNN 7 Roniy H R-CNN l | YoLO |—{ YoLOvz
BigData ( ~
SPPNet ‘

{ SSD ]
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Deep Learning Enablers

 Increased GPU acceleration 3 o
AlexNet VGG-16 ResNet
° WQ rI d -C | adss m Od e | S PRETRAINED MODEL PRETRAINED MODEL PRETRAINED MODEL
Caffe GoogleNet TensorFlow/Keras
MODELS PRETRAINED MODEL MODELS

« Labeled public datasets - ,; e
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Deep Learning is a Subset of Machine Learning

Machine Learning

CAR v

MANUAL FEATURE EXTRACTION CLASSIFICATION

TRUCK X
—{ MACHINE LEARNING

BICYCLE X
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Deep Learning
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Agenda

= Deep Learning with MATLAB
— What is Deep Learning?
— Layers in Convolution Neural Network
— Image classification using pre-trained network

— Train a new model

— Object detection




What are Neural Networks?

A model modelled on the human brain and nervous system

Neurons

> Form network via axons

> Relaying information

Image from Riken




What are Neural Networks?

Logistic Sigmoid function 0

n
o Bias ny(ZWk-xk+b)
k=1




How Neural Networks Work ( | ,

= Example: Networks with N inputs and 4 outputs

Hidden layer  Output layer

1120.2 0.0057 o Cat

1953.1 0.0022 0 Bird

1231.5 0.9746 1 Dog
0.0000 o Rabbit

29
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Deep Learning:
Convolutional Neural Networks (CNN/ConvNet)
= Multi-layered neural network

— car
— truck
— van

il

e =

] [[] — bicycle
Convolution + Convolution + Flatten Fully Softmax
Input RelLu Pooling ReLu Pooling Connected

Feature Learning Classification




Common Convolutional Neural Networks Layers

= Convolution Layer

= Rectified Linear Unit (ReLU) Layer
= Pooling Layer

= Fully Connected Layer

= Dropout Layer

= Softmax Layer

= Classification Layer




Convolution Layer

= Core building block of a CNN

= Convolve the filters sliding them across the input, computing the dot

product .
7 > 3

dot
-, = - . sum Sm

dot \

] Feature Maps

Intuition: learn filters that activate when they “see” some specific feature




Rectified Linear Unit (ReLU) Layer

= Frequently used in combination with Convolution layers
= Allows for faster and more effective training
« f(x) = max(0, x), activation is thresholded at 0

f(x) = max(0,x)

5

45
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Pooling Layer

= Perform a downsampling operation across the spatial dimensions
= Goal: reducing the number of parameters
= Max pooling and average pooling methods

Max pooling
418

/56
~

Average pooling
2|5
3|4

N kPR, |W]|F
alb~, |~ ]|O

RO |WwW ]| P>

H O |00 | O

34
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Convolution

35
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Convolution

36
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Convolution

37

© Terasoft, Inc.



Convolution

38
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Convolution

10
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-12

11

-10

-18

14
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Convolution

10

11

16

-12

11

-10

-18

14
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Activation

RelLU
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Activation

RelLU
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Activation

RelLU
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Activation
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Pooling
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Pooling
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Pooling
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Pooling
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Pooling
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CNN - Feature Learning

Probability

Fully
Connected
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Fully Connected Layer

- This layer combines all of the features (local information) learned by the
previous layers across the image to identify the larger patterns.




Dropout Layer

= Dropout consists in randomly setting a fraction rate of input units
to O at each update during training time, which helps prevent
overfitting

(a) Standard Neural Net (b) After applying dropout.

Src: http://www.jmlr.org/papers/volumel5/srivastaval4a/srivastavalda.pdf , |
© Terasoft, Inc.



Softmax Layer

- Categorical probability distribution.

- Normalized exponential function.

z1
2
> 2
C v/
29
D=
Xy
& Z3
g
o
74

FC

FC
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softmax

categorical probability distribution
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Classification Layer

= The loss (error) : the cross entropy function

n k _—

E(6) =-D_ D _t;Iny(x,0),

Label index
(answer)

01 Value from the
. softmax layer

0 1 (predicted)



Agenda

= Deep Learning with MATLAB
— What is Deep Learning?
— Layers in Convolution Neural Network
— Image classification using pre-trained network

— Train a new model

— Object detection




Image Classification Using Pre-trained Network

%% Load Pre-trained CNN

> |

25x1 Layer array with lavers:

1
2 % This network is available from out add-ons location in the home tab.
3 % You can use a variety of pretrained networks available for download
4— net = alexnet;
5 % Show the architecture of AlexNet
6— net.Layers
7
8 %% Classify 'peppers’ in 4 lines of code
9 % import a testing image.
10— img = imread('peppers.png’);
11— imshow(img); L dara
12 2 ‘convl’
13 % There is a size requirement of 227 x 227 for AlexNet. i ;Ziﬁ
14— img = imresize(img, [227 227]); 5 'pooll”
15 6 'conv2'
16 % Recognize the testing image ; ;Zi;i
17— classify(net, img) 9 'pool2’
18 10 'conv3'
11 'relu3’
12 'conv4'
13 'relud’

© Terasoft, Inc.

Image Input

Convolution

RelU

Cross Channel Normalization
Max Pooling

Convolution

RelU

Cross Channel Normalization
Max Pooling

Convolution

RelU

Convolution

RelU

227x227x3 images with 'zerocenter' normalization

96 11x11x3 convolutions with stride [4 4] and padding [0 0]
ReLU

cross channel normalization with 5 channels per element

3x3 max pooling with stride [2 2] and padding [0 0]

256 5x5x48 convolutions with stride [1 1] and padding [2 2]
RelU

cross channel normalization with 5 channels per element

3x3 max pooling with stride [2 2] and padding [0 0]

384 3x3x256 convolutions with stride [1 1] and padding [1 1]
RelU

384 3x3x192 convolutions with stride [1
RelU

1] and padding [1 1]




Import the Latest Models for Transfer Learning

Pretrained Models* Import Models from Frameworks

= AlexNet = Caffe Model Importer

= VGG-16 = TensorFlow/Keras Model

« VGG-19 Importer

= GoogleNet

= Resnet50
AlexNet VGG-16 ResNet

. |ncepti0nv3 (Coming SOOn) PRETRAINED MODEL PRETRAINED MODEL PRETRAINED MODEL
Caffe GoogleNet TensorFlow/Keras
MODELS PRETRAINED MODEL MODELS

* single line of code to access model 5 4




Download and Install Pre-trained Networks

= Go to the Home tab and click the Add-Ons icon.

4\ MATLAB R2017a

v -

HOME PLOTS SHORTCUTS FIGURE

) H.E] 9 3 Fnd s &‘ L&é [, New Variable |« Analyze Code &J E (Q) Preferences & ©)

(1} Open Vari Ti ) cotp

New New Open | L) Compare Import Save l‘d Vaddable = &mnaﬂd o Simulink  Layout dSet ath Add-Ons [ Help

Script v v Data Workspace |, Clear Workspace v | Clear Commands v v .Parallelv v ¥
! id o — —bh e . RS S N asa e AP D et e S
FILE VARIABLE CODE 'SIMULINK ENVIRONMENT

(*§ Community
3 Request Support
L] Learn MATLAB

'RESOURCES [ —

¢ EHA » C: » Users » terauser » Documents » MATLAB »

= Search ‘pretrained models’. Click AlexNet add-on to open its detailed information page.

4\ Add-On Explorer

— X
Manage Add-Ons

Filter by Source

<4
48 Downloads
Updated 8 Mar 2017

[[] MathWorks 6 14 RESULTS
["] Community 8
Neural Network Toolbox Importer for Caffe Models version 17.1.0.0 by MathWorks Neural Network
Filter by Category LEELE Toolbox Team
Using MATLAB ‘ e Software support package for importing pretrained Caffe Models
Parallel Computing 1
MODELS This software support package provides functions for importing pretrained models as well as layers of Convolutional
Applications ) . 0
Neural Networks (CNNs) from Caffe (http://caffe.berkeleyvision.org/). Pretrained
Data Analytics and Machine 6
Leaming MathWorks Feature
Image Processing and Computer 4

Neural Network Toolbox Model for AlexNet Network version 17.1.0.0 by MathWorks Neural Network

Vision
Installed Toolbox Team
Filter by Type \ I eX N e Pretrained AlexNet network model for image classification
[[] Toolboxes and Products 2

AlexNet is a pretrained Convolutional Neural Network (CNN) that has been trained on approximately 1.2 million images
’RETRAINED MODEI
[J Apps 1 from the ImageNet Dataset (hitp://image-net.org/index). The model has 23 layers
[[] Features 4

MathWorks Feature

4

735 Downloads
Updated 8 Mar 2017
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Download and Install Pre-trained Networks

3. Install the add-on.

4\ Add-On Explorer - [m] X

Manage Add-Ons

Neural Network Toolbox Model for AlexNet Network 8 Ratings

version 17.1.0.0 by MathWorks Neural Network Toolbox Team 735 Downloads

{ Updated 8 Mar 2017
e X e Pretrained AlexNet network model for image classification
RETRAINED MODEI
4\ mathworks Feature install ~

Overview

Requires

Editor's Note: This file was selected as MATLAB Central Pick of @ Neural Network Toolbox

the Week
@ Parallel Computing Toolbox

AlexNet is a pretrained Convolutional Neural Network (CNN) that has been trained on approximately 1.2 million MATLAB Release
images from the ImageNet Dataset (http://image-net.org/index). The model has 23 layers and can classify MATLAB 9.1 (R2016b)

4. Import the model by typing net = alexnet in command window!

>> net = alexnet

net = AlexNet

PRETRAINED MODEL

VGG-16

PRETRAINED MODEL

SeriesNetwork with properties: Caffe

MODELS

Layers: [25x] nnet.cnn,layer.Layer]

© Terasoft, Inc.




Manage Large Sets of Images

- imds = imageDatastore( ImagesPath, 'IncludeSubfolders’, true,...
‘LabelSource’,'foldernames’, 'ReadFcn’, @customreader);

#A H#A BA

» [B % WF B X =] THERE - [ W function lout = customreader(filename)
= v EREE 1 1 8RER
SIEEI Em OEE .o .. BE ERE BB BNes Hs nE . .
REEE] B t== /7 v v EhT MY | = imread(filename);
B HaEs #im BR
“« v 2| C\Users\terauser\Desktop\DeepLearning\Samplelmages| | v] % Some images may be grayscale. Replicate the image 3 times to
~ % create an RGB image.

* * W if ismatrix(l)
| = cat(3,111);
end

animals object scene ) . )
% Resize the image as required for the CNN.

lout = imresize(l, [227 227]);

- Methods for ImageDatastore:

Method Description
splitEachLabel Split ImageDatastore labels by proportions
countEachLabel Count files in ImageDatastore labels
readimage Read specified image from ImageDatastore

© Terasoft, Inc.
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Agenda

= Deep Learning with MATLAB
— What is Deep Learning?
— Layers in Convolution Neural Network
— Image classification using pre-trained network

— Train a new model

— Object detection




Why Train a New Model ?

Models from research do not work on your data

Pre-trained model not available for your data type

Improve results by creating a model specific to your problem




Two Approaches for Training New Model

1. Train a Deep Neural Network from Scratch

CAR v

CONVOLUTIONAL NEURAL NETWORK (CNN)

a ' LEARNED FEATURES [935‘;?] TRUC K x

BICYCLE X

2. Fine-tune a pre-trained model (transfer learning)

FINE-TUNE NETWORK WEIGHTS

s CAT X
l DOG v

© Terasoft, Inc.
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Train a Deep Neural Network from Scratch

_.{

CAR v
CONVOLUTIONAL NEURAL NETWORK (CNN)
LEARNED FEATURES 9350/06 TRUCK x
:|: ) SO0 - °
-y i - g : :
2%
BICYCLE X

Recommended only when:

Training data
Computation

1000s to millions of labeled images
Compute intensive (requires GPU)

Training Time

Days to Weeks for real problems

Model accuracy

High (can over fit to small datasets)

© Terasoft, Inc.
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MNIST: The “Hello, World!” of Computer Vision — (1)

A set of handwritten digits
f)
HATIELE from 0-9
Why? An easy task. for machine
learning beginners
How many? 60,000 training images

10,000 test images

Best results? 99.79% accuracy

Sources:  http.//yann.lecun.com/exdb/mnist/
https.//rodrigob.github.io/are we there yet/build/classification datasets results 65 ‘
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http://yann.lecun.com/exdb/mnist/
https://rodrigob.github.io/are_we_there_yet/build/classification_datasets_results

MNIST: The “Hello, World!” of Computer Vision — (2)

imds= imageDatastore(location); X
o [

layers =1 ...

imagelnputLayer([28 28 1], 'Normalization', 'none’); -
convolution2dLayer(5, 20); -
| naEERA
reluLayer();
maxPooling2dLayer(2, 'Stride’, 2); . .
2 v, o 35

fullyConnectedLayer(10);

softmaxLayer();

Handle training images.

classificationLayer()];

opts = trainingOptions(‘sgdn’,... Create the layers for CNN.
‘MaxEpochs', 5,...

'InitialLearnRate’,0.01,...
‘MiniBatchSize',128,...
‘ExecutionEnvironment', ‘multi-gpu’,...
'Plots’,'training-progress’);

Classify image.

net = trainNetwork(imds, layers, opts);

label = classify(net, img)

66 ‘
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Deep Learning on CPU, GPU, multi-GPU and clusters

(=l opts = trainingOptions('sgdm',
(I | | o | 'MaxEpochs', 100,
=CRIRRY: 'MiniBatchSize', 250, ... ddddddds
(Bl |E 'InitialLearnRate', 0.00005,
. '"ExecutionEnvironment', 'auto' );
= LT
A
-
4
N\

m@%@h ‘
]

More GPUs
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Define New Deep Neural Network Layers

; ( \
Input ‘ Previous i Next Output
yer
- Layer | Layer Layer Layer
‘ \
o ‘ ‘ Forward X Forward Z Forward Y| 7/ \
vl (el L | (o - IS
ata }
\ ‘ e Calculate I
‘ ! 2 Loss
Tl ik s
‘ Pass oL Pass oL Pass 9L T | Targets
| - L | o == |
0x aw 0z dy
Update
‘ Weights
G —

function [dLdX, dLdAlpha] = backward(layer, X, Z, dLdZ, memory)
% Backward propagate the derivative of the loss function through
% the layer

dLdX = layer.Alpha .x* dLdZ;
dLdX(X>0) = dLdZ(X>0);

dLdAlpha = min(0,X) .* dLdZ;
dLdAlpha = sum(sum(dLdAlpha,1),2);
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Transfer Learning Workflow

Load pretrained network Replace final layers Train network Predict and assess Deploy results
network accuracy
Early layers that learned Last layers that New layersto learn | & Training images Probability
low-level features learned task features specific [ Womfl- o Test images
(edges, blobs, colors)  specific features to your data Ny . o )
ﬂ : Training options
I Trained Network
1;8:')'('30” |Images Fewer classes 100s images
S Classes Learn faster 10s classes
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Transfer Learning Using AlexNet

MathWorks Cap MathWorks Cube

MathWorks Playing Cards MathWorks Screwdriver

Modify the existing network by deleting later layers and adding new ones.

% Here w everything except the last 3 layers.
layers 4 net.Layers(l:end-3) DELETE LAYERS

% Add new full 2 categories.
layers(end+1) § fullyConnectedLayer§64, 'Name', 'special 2'
layers(end+1) reluLayer;

Perform net surgery

% the new layer,

and improves the networkls ability to handle data
layers(end+1) :

fullyConnectedLayer

% Add the soft ification layer
layers(end+1)

layers(end+1)

softmaxLayer;
classificationLayer()

ADD LAYERS
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Why Perform Transfer Learning

= Requires less data and training time

= Reference models (like AlexNet,
VGG-16, VGG-19) are great feature
extractors

= Leverage best network types from
top researchers

AlexNet VGG-16 ResNet
PRETRAINED MODEL PRETRAINED MODEL PRETRAINED MODEL
Caffe GooglLeNet TensorFlow/Keras

MODELS PRETRAINED MODEL MODELS
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Other Deep learning Features

= Improve training results
— Data augmentation with imagebataAugmenter

— Automatic parameter selection with Bayesian hyperparameter tuning

= Visualize and debug the networks

Convolution layer 5

Training Images

VN

Convolution layer 1

_
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Agenda

= Deep Learning with MATLAB
— What is Deep Learning?
— Layers in Convolution Neural Network
— Image classification using pre-trained network

— Train a new model

— Object detection




Is Object Recognition/Classification Enough ?

Car ? SUV? Truck?




Object Detection — Locate and Classify Object




Detection and Localization Using Deep Learning

Regions with Convolutional Neural
Network Features (R-CNN)

Semantic Segmentation using SegNet

76
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MATLAB Tools to Train Detectors

Label Ground
Truth

Ground Truth

4\ MATLAB R2017b

Train
detector

Object
detector

AE

Get More Install Package

SIGNAL PROCESSING AND COMMUNICATIONS

FILE

< EHA

r Cr U

Current Folder Antenna Bit Error Rate  Eye Diagram Filter Builder  Filter Designer
Designer Analysis Scope
4\ Training Image Labeler - C:\Users\poli\Desktoph\adas\CV_ADAS\2. Object detection\2.TrainCustomizedModellabelingSession_new.mat
()
O B
w0 H =&
Open  Save  Add Impot  Add Sensor Array  Signal Analyzer Sonar Wavelet Wavelet Signal
- . ;
Analyzer Equation Cal... Analyzer Denoiser
IMAGE PROCESSING AND COMPUTER VISION

@ | =@

Camera Color DICOM Ground Truth Image
Calibrator Thresholder Browser Labeler Browser
€ B @
OCR Trainer Registration ~ Sterec Camera Video Viewer Valume
Estimator Calibrator Viewer

A

o] e e

LTE Downlink  LTE Test Model LTE LTE Uplink
RMC Generator  Generator Throughput ...

Window

Designer

Image
Acquisition

g * @ *
Image Labeler | Image Region
Analyzer

Image Batch
Processor

Radar

RMC Generator Equation Cal...

Image
Segmenter

Waveform A...

Radar RF Budget
Analyzer

Image Viewer

Map Viewer

AI03SIH puewWo) | O




MATLAB Tools to Train Detectors

Label Ground
Truth Ground Truth

Train
detector

> Object

Use same ground truth to try different
detectors.

Machine Learning
= Cascade Object Detector

= Aggregate Channel Features Single Line of Code to Train Each Detector
Deep Learning E.g.

= R-CNN trainCascadeObjectDetector

= Fast R-CNN trainFasterRCNNObjectDetector

= Faster R-CNN i |
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Thank You




Alexnet Model

(]

Tearl N 192 128 ]
5 37 128 P oo

5 ]
I

J5ag \dense

\ . 13 13
N \ Ft e -1
T, [ B o
224 5 -I-_-_'_'p- 3._.- ui | 3 +=
\ 13

27 3|\ 13 dense | |dense

1000

1 192 128 Max |
128 Max pooling
pooling

Max
pooling

hd
=
o
a5}

2048
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Alexnet Model in matlab

—

5 Convolution layers

|

3 Fully Connected layers—

© Terasoft, Inc.

] "data’ Image Input 227x227x3 images with "zerocenter' normalization
2 'convl]' Convolution 96 11x11x3 convolutions with stride [4 4] and padding [0 0 0 0]
3 'relul’ RelU ReLU
4  'norml’ Cross Channel Normalization cross channel normalization with 5 channels per element
5 'pooll’ Max Pooling 3x3 max pooling with stride [2 2] and padding [0 0 0 0]
6  'conv2' Convolution 256 5x5x48 convolutions with stride [1 1] and padding [2 2 2 2]
7 'relu2’ RelU RelU
8 'norm2’ Cross Channel Normalization cross channel normalization with 5 channels per element
9 'pool2’ Max Pooling 3x3 max pooling with stride [2 2] and padding [0 O O O]
10 'conv3' Convolution 384 3P3x256 convolutions with stride [1 1] and padding [1 1 1 1]
11 'relu3’ Rel.U Rel.U
12 'convd' Convolution 384 3x3x192 convolutions with stride [1 1] and padding [1 1 1 1]
13 'relud’ Rel.U Rel.U
14 'convs' Convolution 256 3x3x192 convolutions with stride [1 1] and padding [1 1 1 1]
15  ‘'relus’ Rel.U Rel.U
16 'pools’ Max Pooling 3x3 max pooling with stride [2 2] and padding [0 0 0 0]
17 'fcb' Fully Connected 4096 fully connected layer
18 'relu6’ Rel.U Rel.U
19  'drop6’ Dropout 50% dropout
20 'fe7’ Fully Connected 4096 fully connected layer
21 'relu7’ ReLU ReL.U
Qg "drop7’ Dropout 50% dropout
23 'fc&' Fully Connected 1000 fully connected layer
24 'prob’ Sof tmax sof tmax
Q? "output' Classification Output crossentropyex with "tench', 'goldfish', and 998 other classes




